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Abstract. Relational databases remain the dominant infrastructure for
enterprise and scientific data, yet many emerging applications increas-
ingly rely on graph-based knowledge representations for retrieval, rea-
soning, and analytics. Constructing knowledge graphs from complex rela-
tional databases is challenging because real-world data often contains in-
complete constraints, heterogeneous schemas, and inconsistencies, while
existing methods provide limited support for repair and semantic vali-
dation. We present Rel2KG, a unified framework that combines schema
constraint-aware data repair, graph construction, and query-preserving
migration. Rel2KG reconstructs missing keys, infers relational depen-
dencies, resolves schema inconsistencies, and validates semantic preser-
vation by comparing SQL results on source databases with Cypher results
on generated property graphs. Experiments show that Rel2KG achieves
strong semantic fidelity and scalability, with an average execution ac-
curacy (EA) and a valid score (VS) of 97% and 88% on representative
benchmarks, an EA of 88.43% and 87.75% on the Spider and KaggleD-
BQA benchmarking datasets, respectively, and improved downstream
semantic parsing, indicating that explicit graph structures reduce struc-
tural ambiguity and better support executable reasoning. The code is
available at repository4.

Keywords: knowledge graph construction · data integration · SQL-to-
Cypher translation · information and knowledge management.

1 Introduction

A knowledge graph (KG) represents information as entities and relationships ex-
plicitly modeled as nodes and edges [14]. Unlike relational databases, where rela-
tionships are encoded through primary–foreign key constraints and reconstructed
at query time via multi-step joins, KGs externalize relational semantics directly
4 https://github.com/22842219/Rel2KG
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as graph structures. In real-world enterprise environments, relational databases
often serve as long-lived production systems that must increasingly interoperate
with graph-based analytics and AI-driven applications. Enabling reliable and
automated cross-representation migration is therefore essential for scalable data
integration, knowledge management, and intelligent decision-support systems.

Illustration 1 Illustration 2

Fig. 1. Comparison between SQL queries (top), corresponding Cypher queries (mid-
dle), and execution results (bottom).

The explicit relational structure of property graphs has enabled advanced
applications such as intelligent question answering [20] and GraphRAG [11],
which rely on structured reasoning over interconnected entities. Consequently,
automatically transforming relational databases—the backbone of enterprise in-
formation systems—into knowledge graphs has become an important problem in
applied data science. A robust solution must address heterogeneous schemas, im-
plicit integrity constraints, data inconsistencies, and reproducibility challenges
while maintaining semantic equivalence between relational and graph queries.
As illustrated in Fig. 1, Cypher queries traverse explicit edges without requir-
ing chained JOIN operations, whereas equivalent SQL queries compose multiple
foreign-key joins to recover the same semantics. This structural explicitness re-
duces ambiguity and simplifies downstream reasoning and query generation.

Previous research in knowledge graph construction (KGC) follows mainly
two paradigms, i.e. constructing KGs from text [31, 25, 3, 21] and from struc-
tured data [16, 26, 27, 24, 12]. Text-based approaches rely on entity linking [23],
relation extraction [28], event extraction [6] and sequence-to-sequence generation
models to derive graph structures from corpora [1]. In contrast, structured data
approaches adopt Extract–Transform–Load (ETL) pipelines that migrate rela-
tional tables to graphs. However, current structured transformation methods face
several limitations: (1) scalability issues when handling complex schema normal-
ization and data cleansing [4]; (2) limited or absent mechanisms for constraint
reconstruction or data repair during migration [24]; (3) insufficient reproducibil-
ity due to closed-source implementations, incomplete SQL semantic handling,
and evaluation on small datasets or with flawed metrics (e.g., engine-dependent
query time [12]).
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To address these challenges, we present Rel2KG, an automated end-to-end
framework for constructing property knowledge graphs from relational databases.
Unlike existing migration approaches that primarily focus on schema trans-
formation, Rel2KG emphasizes data quality assurance and semantic validation
throughout the migration process. The framework integrates constraint-aware re-
pair, graph construction, and SQL-to-Cypher translation within a unified pipeline.
During migration, missing primary keys, incomplete foreign-key relationships,
duplicate records, and domain-level naming conflicts are automatically identified
and repaired. The resulting graph representation is validated through executable
query equivalence rather than relying on schema-level inspection.

We evaluate Rel2KG on two large-scale public benchmarks, namely Spi-
der [32] and KaggleDBQA [15]. Spider contains 5,693 complex SQL queries across
200 databases spanning 138 domains, while KaggleDBQA comprises real-world
databases characterized by ambiguous schema naming and limited preprocess-
ing. To assess whether relational semantics are preserved after migration, we
introduce an execution-based validation strategy that compares the outputs of
SQL queries executed on relational databases with the outputs of semantically
equivalent Cypher queries executed on generated property graphs. This evalu-
ation framework provides an engine-agnostic measure of semantic preservation
and enables systematic assessment of migration correctness at scale.

Beyond migration correctness, we further investigate whether the graph rep-
resentation produced by Rel2KG introduces a favourable inductive bias for
downstream semantic parsing. Specifically, we compare Text-to-SQL and Text-
to-Cypher under identical CodeT5 [33] configurations to examine whether ex-
plicit graph structures reduce representational ambiguity and improve executable
query generation. This paper makes three contributions.

– Constraint-aware relational-to-graph migration. We propose an au-
tomated migration framework that reconstructs missing constraints, repairs
schema inconsistencies, resolves domain-level naming conflicts, and converts
relational databases into executable property knowledge graphs. Unlike con-
ventional ETL-style migration tools, Rel2KG explicitly incorporates data
repair and consistency checking into the transformation process.

– Execution-equivalence-based semantic validation. We introduce an
execution-oriented evaluation framework that validates migration correct-
ness through semantic equivalence between SQL and Cypher query execu-
tion results. This provides a practical and engine-independent mechanism
for assessing information preservation beyond schema-level correspondence
or runtime measurements.

– Representation-level inductive bias analysis. We demonstrate that
graph representations generated by Rel2KG can improve downstream neu-
ral semantic parsing. Under identical CodeT5 configurations, Text-to-Cypher
consistently outperforms Text-to-SQL, suggesting that explicit graph struc-
tures reduce hypothesis complexity and better align learned representations
with execution semantics.
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2 Related Work

2.1 Resource Description Framework (RDF) Oriented Mapping
Frameworks

The foundational literature on relational-to-graph transformation established
two World Wide Web consortium (WC) standards, namely direct mapping [2]
and the relational database to RDF mapping language [7] (R2RML). Direct
mapping provides an automatic mechanism for converting relational schemas
and tuples into RDF graphs, whereas the R2RML enables customized mappings
through logical tables, subject-predicate-object maps, and join conditions. The
RDF mapping language further extends this paradigm to heterogeneous data
sources beyond relational databases [10]. In parallel, ontology-based data access
and virtual knowledge graph systems, such as Ontop [5], expose relational data
through ontology-mediated conceptual layers and answer graph queries via query
rewriting rather than physical graph construction.

2.2 Property-Graph-Oriented Migration and Query Translation

To support property graph databases, both academic and industrial efforts have
investigated direct relational-to-property-graph transformation. The Neo4j ETL
(Extract-Transform-Load) tool5 converts relational tables and foreign-key re-
lationships into graph structures, providing a practical migration solution for
graph database deployment. De Virgilio et al. [8, 9] proposed relational-to-graph
transformation methods that preserve structural relationships during migration.
Stoica et al. [27] further analyzed information preservation and query preser-
vation in direct mappings from relational databases to property graphs. More
recently, inspired by advances in pretrained large language models, graph con-
struction research has increasingly shifted toward automated graph generation
without manually designed mapping rules[30]. However, these methods are pri-
marily designed for graph generation from unstructured text rather than struc-
tured relational databases, and therefore do not address relational integrity con-
straints, schema inconsistencies, or execution-level semantic equivalence. Conse-
quently, existing migration approaches still provide limited support for repairing
incomplete database schemas and validating whether migrated property graphs
preserve the original relational semantics.

2.3 SQL-to-Cypher Translation

Prior work has explored query-preserving relational-to-graph (R2G) mapping.
R2G translates relational data into graph structures and studies query trans-
lation from SQL into graph-oriented expressions [8, 9]. Stoica et al. [26, 27] an-
alyze direct mapping from relational databases to property graphs and discuss

5 https://neo4j.com/labs/etl-tool/
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information, query, and semantic preservation. SQL2Cypher further studies au-
tomated data and query migration from relational database management sys-
tems to graph database management systems [17]. Boudaoud et al. [4] provide
a more formal analysis of direct relational-to-property-graph mapping, but their
query translation focuses mainly on relatively simple SQL fragments such as
SELECT-FROM-WHERE queries.

Recent benchmarks and datasets have also promoted research on natural-
language-to-Cypher and graph query generation. Text2Cypher benchmarks and
synthetic data generation methods provide resources for training and evaluat-
ing graph query generation models [22, 34]. CypherBench further contributes a
large-scale benchmark for precise retrieval over modern knowledge graphs and
includes RDF-to-property-graph conversion components [13]. These efforts are
complementary to our work: they mainly focus on generating Cypher queries
from natural language or existing graph data, whereas Rel2KG focuses on con-
structing executable property graphs from relational databases and validating
SQL-to-Cypher equivalence.

3 Methodology

3.1 Problem Formulation

Given a source dataset denoted as DR = (S, Qsql), our goal is to automatically
construct a target dataset DG = (G, Qcyp). Here, S represents a collection of re-
lational databases, and G denotes the corresponding unified property knowledge
graph. Qsql is a set of SQL queries issued over S, while Qcyp is the corresponding
set of Cypher queries intended to retrieve equivalent information from G. The
transformation consists of two main tasks: (1) Database Mapping: S map−−−→ G,
and (2) Query Mapping: Qsql

map−−−→ Qcyp.
First, we incrementally build the property knowledge graph G from the re-

lational databases in S using a dedicated database mapping algorithm. Then,
we convert SQL queries into their equivalent Cypher representations. To evalu-
ate the effectiveness of both mappings, we assess data consistency between the
two representations. Specifically, we measure how accurately the Cypher queries
Qcyp, when executed against the generated graph G, reflect the results of origi-
nal SQL queries Qsql executed over relational source S. For this, we employ the
Execution Accuracy (EA) metric.

Each relational database s ∈ S is defined as a tuple s = ⟨T,C, V, PK,FK⟩,
where: T is the set of table names, C is the set of column names, V contains
the row values, PK denotes primary keys, and FK denotes foreign key rela-
tionships. We transform each s into a property knowledge graph represented
as G = ⟨ν, ε,L, T , Pv, Pe⟩, where: ν is the set of graph nodes, ε is the set of
graph edges, L represents node labels, T represents edge types, Pv denotes node
properties, and Pe denotes edge properties. The detailed mapping procedure is
described in the following sections.
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3.2 Database Mapping

Metadata Analyzer To automate the mapping from relational databases to
property graphs, we first analyze metadata—specifically primary key (PK) and
foreign key (FK) constraints—to distinguish between entity tables and linking
tables. We define each PK-FK pair as ⟨pk, fk⟩, where pk ∈ PK and fk ∈ FK.

An entity table typically has a unique primary key and limited reliance on
foreign keys. We classify a table as an entity table if it satisfies any of the observed
conditions: (1) No foreign keys, i.e., fk == ∅; (2) Either one FK or more than
two FKs, i.e., len(fk) ̸= 2; (3) Two FKs and a single-column primary key, i.e.,
len(fk) == 2 ∧ len(pk) == 1. Each entity table is mapped to a graph node
labelled with the table name. Each row becomes a node instance, and columns
are converted to node properties (Algorithm 1), lines 6–9).

A table is identified as a linking table if it has exactly two foreign keys
(len(fk) = 2) and either lacks a primary key (pk = ∅) or has a composite/multi-
column primary key (len(pk) ̸= 1). Linking tables are mapped to graph edges,
with each row representing an edge, the table name as the edge type, and the
columns as edge properties (Algorithm 1, lines 10–13).

If a table does not meet the criteria for either entity or linking tables, we
create auxiliary edges of the form _HAS_ to connect the relevant nodes. For ex-
ample, as shown in Fig. 2, we generate an edge Student_HAS_Enrolled_in
between nodes Student and Enrolled_in.

Fig. 2 demonstrates an example from colledge_3.sqlite. Tables Faculty
and Department serve as entity tables with primary keys ⟨FacID⟩ and ⟨DNO⟩,
respectively. Table Member_of, with two foreign keys ⟨FacID,DNO⟩, is clas-
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StuID CID

BDE

Grade

: Enrolled_in

: Student : Course

:Gradeconversion

Student_HAS_Enrolled_in

Gradeconversion_HAS_Enrolled_in

t3: Member_of

None

FacID int NOT NULL

DNO int  NOT NULL
t2: Department

DNO_id int NOT NULL

None

t1: Faculty

FacID int NOT NULL

None

Course_HAS_Enrolled_in

(a) Mapping of Entity Tables (e.g., Faculty and Department) and Linking Tables (e.g., Member_of)

(b) Mapping of Hyperedge (e.g., Enrolled_in)

Fig. 2. Illustration of three mapping cases: (a) mapping entity tables Faculty and
Department to nodes, (b) mapping the linking table Member_of to edges, and (c) con-
verting a hyperedge e into three binary edges.

sified as a linking table and mapped to edges connecting the two entities (top
right). For complex relationships involving more than two entities, such as a
hyperedge Enrolled_in (bottom left), we convert the hyperedge into a node.
Then we generate three edges from this node to the involved entities v1, v2, and
v3. This workaround addresses graph databases such as Neo4j’s limitation in
visualizing hyperedges while preserving semantic expressiveness.

Data Repairment Relational-to-graph schema conversion necessitates robust
handling of structural inconsistencies that may disrupt query translation pro-
cesses. Our automated metadata repair framework addresses four core challenges
with validation performed across heterogeneous datasets, including industry-
standard benchmarks. Constraint-based verification pipelines including anomaly
detection on schema-semantic mismatches, ensuring relational semantics are bi-
jectively preserved in graph structures.

(1) Domain Identifier Collision Resolution. We introduce namespace
isolation via domain.table labeling to eliminate cross-database identifier col-
lisions. For example, both singer.sqlite and concert_singer.sqlite con-
tain a table named singer. Without explicit namespacing, queries may retrieve
records from wrong databases. As shown in Table 1, querying singer.sqlite in-
correctly returns Justin Brown, who belongs to concert_singer.sqlite. Our
domain.table scheme ensures unambiguous table references across domains.

(2) Primary Key Reconstruction. For tables lacking explicit primary
keys (10.8% of Spider tables), we infer candidate keys by analyzing foreign key
dependencies in related tables. Columns referenced as foreign keys are promoted
as primary key candidates. If no suitable column is identified, the table remains
keyless. This strategy mitigates schema incompleteness while preserving graph
conversion consistency.

(3) Foreign Key Inference and Correction. We address missing and
erroneous constraints in three steps. First, implicit relationships are inferred
from query patterns; for example, although the StudentMathScore.SQLITE
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Table 1. The examples for error analysis. ER is short for execution results.

Example 1 A nested query example.

NLQ: What is the name of every singer that does not have any song?
SQL query: SELECT Name FROM singer WHERE Singer_ID NOT IN (SELECT Singer_ID FROM song)
SQL query ER: [[‘Alice Walton’], [‘Abigail Johnson’]]
Cypher query: MATCH (si:singer) WHERE NOT (si:singer)-[]-(:song) RETURN si.Name
Cypher query ER: [[‘Justin Brown’], [‘Alice Walton’], [‘Abigail Johnson’]]

Example 2 An example that duplicate elements are dropped automatically.

NLQ: Which skill is used in fixing the most number of faults? List the skill id and description.?
SQL query: SELECT T1.skill_id, T1.skill_description FROM Skills AS T1 JOIN Skills_Required_To_Fix

AS T2 ON T1.skill_id = T2.skill_id GROUP BY T1.skill_id ORDER BY count(*) DESC LIMIT 1
SQL query ER: [[3, ‘TV, Video’]]
Cypher query: MATCH (T1:‘assets_maintenance.Skills‘)-[T2:‘assets_maintenance.Skills_Required_To_Fix‘]-()

WITH T1.skill_description AS skill_description, count(T1.skill_id) AS count, T1.skill_id AS skill_id
RETURN skill_id,skill_description ORDER BY count DESC, LIMIT 1

Cypher query ER: [[2, ‘Mechanical’]]

schema in KaggleDBQA declares no foreign keys, 75% of JOIN queries reveal
latent associations. Second, referential integrity is validated by detecting and
correcting misconfigured references. Third, to ensure update consistency, for-
eign keys are excluded from edge property sets, preventing inconsistencies when
primary keys change.

(4) Content Sanitization. We perform automated deduplication, removing
redundant records in 1.3% of Spider tables. For empty tables, null-safe place-
holder injection preserves structural integrity during graph transformation.

3.3 Query Mapping

Graph data models are particularly efficient at pattern matching in highly con-
nected datasets, while relational databases rely on costly JOIN ON operations
using foreign keys. Consider the examples in Fig. 1. In Example 1, the JOIN
ON operation is mapped directly into a Cypher MATCH clause, omitting the ex-
plicit reference to the foreign key department_id. In Example 2, w.r.t. How many
departments are led by heads who are not mentioned, a nested SQL sub-
query is converted into a Cypher pattern within the WHERE clause. In both cases,
Cypher eliminates the need for explicitly referencing foreign keys, as relation-
ships are inherently encoded as edges.

Since Cypher is case-sensitive while SQL is not, we normalize all schema
identifiers in SQL queries to match the case-sensitive graph schema, ensuring
compatibility. The core SQL-to-Cypher translation involves mapping equiva-
lent clauses and identifying graph patterns. We define a list of SQL keywords
SQLkey (SQLkey = [FROM, WHERE, SELECT, HAVING, GROUP BY, OR-
DER BY, LIMIT, OFFSET, UNION]) and a corresponding list of Cypher key-
words Cypherkey (Cypherkey= [MATCH, WHERE, RETURN, WITH...[AS],
ORDER BY, LIMIT, OFFSET]). The key mappings include: FROM → MATCH,
SELECT → RETURN, HAVING → WITH...[AS], and GROUP BY → count(). The re-
maining keywords are reused directly. JOIN operations are translated into graph
patterns. Nested and grouped queries are connected using the WITH clause, pass-
ing results forward in a pipeline until all SQL clauses are translated.
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4 Experimental Settings

4.1 Benchmarking Datasets

Although Spider[32] contains 169 databases and 8,034 SQL queries, the existing
relational-to-graph migration baselines, such as Neo4j ETL5 and SQL2Cypher[17],
require substantial manual configuration and schema adaptation when applied
to all databases. Therefore, we construct a representative benchmark subset for
comparative evaluation. The selected databases satisfy four criteria: (1) avail-
ability of corresponding SQL query workloads; (2) non-trivial relational schemas
with multiple tables and foreign-key relationships; (3) high data completeness
to minimize bias introduced by missing values; and (4) diversity in schema com-
plexity, SQL complexity, and database scale.

Based on these criteria, we select four datasets from Spider as the main
benchmark set as shown in Table 2. These databases collectively cover small
and medium-sized schemas, large row volumes, dense foreign-key connectivity,
complex SQL workloads, and varying graph sizes. Consequently, the benchmark
provides a balanced evaluation environment for comparing graph construction
quality, query preservation, and migration efficiency across different approaches,
covering the majority of complexity levels observed in Spider.

Table 2. Benchmark database statistics and SQL query complexity.

Metric store_1 college_3 hospital_1 tracking_software_problems

Tables 11 8 15 6
Foreign Keys 11 9 23 7
Rows 15,607 490 132 65
Queries 112 74 100 48
Characteristics Dense schema Association-heavy High FK complexity High SQL complexity

# Distinct SQL 56 37 50 24
# Joins 54 30 66 32
# Group By 28 12 20 8
# Nested 4 8 14 12
# Set Operations 4 6 12 8
# Complex SQL 14 6 12 14

4.2 Baseline Methods

Table 3. Feature comparison of relational-to-graph migration methods.

Feature Neo4j ETL SQL2Cypher [17] Rel2KG (Ours)

Namespace Isolation × × ✓
Primary-Key Reconstruction × × ✓
Foreign-Key Repair × × ✓
SQL-to-Cypher Translation (basic) × ✓ ✓
Complex Query Support (nested/agg/ordering) × × (invalid outputs) ✓
Expression Normalization & Alias Resolution × × ✓
Semantic Query Preservation × × ✓
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To evaluate the effectiveness of Rel2KG, we compare it against two represen-
tative baselines covering industrial practice and academic research. The feature
comparison among methods is shown in Table 3.

Neo4j ETL-Style Tool5. Neo4j ETL is the official migration tool provided
by Neo4j for transforming relational databases into property graphs. It automat-
ically maps relational tables and foreign-key relationships into graph structures
using predefined schema rules. As one of the most widely adopted industrial solu-
tions for relational-to-graph migration, Neo4j ETL serves as a practical baseline
for evaluating graph construction quality and migration efficiency.

SQL2Cypher. SQL2Cypher [17] is a representative academic approach that
performs both relational schema migration and SQL-to-Cypher query transla-
tion. Unlike Neo4j ETL, SQL2Cypher explicitly considers query preservation
during migration. Therefore, SQL2Cypher provides the closest methodological
comparison. We applied a lightweight compatibility adapter to ensure executable
evaluation while preserving the original mapping assumptions.

4.3 Evaluation Metrics

Execution Accuracy (EA) EA[19] is used to evaluate semantic preservation
between relational and graph representations. Given a relational database and
its migrated graph counterpart, EA measures whether the execution results of
a Cypher query are identical to those of its semantically equivalent SQL query.
Let Rn

sql and Rn
cyp denote the result sets returned by the n-th SQL query and

Cypher query, respectively. EA is defined as:

EA =
1

N

N∑︂
n=1

1
(︁
Rn

sql, R
n
cyp

)︁
(1)

where 1(·) denotes the indicator function:

1
(︁
Rn

sql, R
n
cyp

)︁
=

{︄
1, if Rn

sql = Rn
cyp,

0, otherwise.
(2)

where Rn
sql denotes the results by executing the Qn

sql query, and Rn
cyp denotes

the results by executing the semantically equivalent Cypher query Qn
cyp.

Valid Score (VS) EA only considers successfully translated query pairs and
does not account for SQL parsing failures. Consequently, a system may achieve
a high EA score while covering only a small subset of the input query workload.
To jointly evaluate translation correctness and coverage, we introduce VS, which
penalizes parsing failures. A query is considered valid if it can be successfully
parsed into a JSON-serializable syntax tree and translated into an executable
Cypher query. VS is defined as:

V S = EA× N

N +N(Fsql)
(3)
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where N is the number of sucessfully parsed examples and N(Fsql) is the number
of failure examples. In order to provide a balanced measure that penalizes large
discrepancies between structural correctness and query equivalence, harmonic
accuracy (HA) is computed as the harmonic mean of EA and VS as follows.

HA = 2× EA× V S

EA+ V S
(4)

5 Experiment Results and Discussion
5.1 Semantic Preservation Performance

Research Question 1: How effectively does Rel2KG preserve relational semantics
during graph construction and query migration?

Data Mapping Quality Table 4 compares the graph structures generated by
different migration approaches. Neo4j ETL produces relatively compact graphs
because it primarily relies on predefined foreign-key relationships and does not
model many implicit semantic associations. In contrast, SQL2Cypher tends to
generate substantially larger graphs, particularly on store_1, where nearly ev-
ery relational record is transformed into graph entities and relationships. While
this increases graph density, it also introduces redundant structures that do not
necessarily contribute to query preservation.

Table 4. Data mapping statistics for each baseline and database.

Database Neo4j ETL SQL2Cypher Rel2KG (Ours)

Nodes Rels. Nodes Rels. Nodes Rels.

store_1 4,652 22,289 15,607 33,244 6,892 24,529
college_3 341 569 490 928 417 855
hospital_1 97 137 132 178 100 146
tracking_software_problems 65 105 65 105 65 105

Overall 5,155 23,100 16,294 34,455 7,474 25,635

Rel2KG generates graph structures of moderate size across all databases.
Compared with Neo4j ETL, it captures richer semantic relationships through
primary-key reconstruction, foreign-key inference, and relationship normaliza-
tion. Compared with SQL2Cypher, it avoids excessive graph expansion by elim-
inating redundant mappings and preserving only semantically meaningful enti-
ties and relations. These results indicate that Rel2KG achieves a more balanced
graph representation that better reflects the original relational semantics.

Query Preservation Performance Table 5 further evaluates whether the
generated graphs preserve the semantics of the original SQL workloads. Rel2KG
achieves the best overall performance, obtaining an average EA of 0.97, VS of
0.88, and HA of 0.92. The consistently high scores across all databases demon-
strate that the generated graph schema maintains both structural correctness
and query equivalence.
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Table 5. Query preservation performance across benchmark databases.

Database Neo4j ETL SQL2Cypher Rel2KG (Ours)

EA VS HA EA VS HA EA VS HA

store_1 0.60 0.05 0.10 0.81 0.23 0.36 0.96 0.93 0.95
college_3 0.33 0.24 0.28 1.00 0.08 0.15 1.00 0.97 0.99
hospital_1 0.08 0.06 0.07 1.00 0.06 0.11 0.98 0.86 0.91
tracking_software_problems 0.50 0.38 0.43 1.00 0.08 0.15 0.89 0.67 0.76

Overall 0.27 0.14 0.19 0.88 0.13 0.22 0.97 0.88 0.92

Neo4j ETL exhibits the weakest performance, with an overall HA of only
0.19. This result suggests that straightforward table-to-node conversion fails to
preserve many relational semantics required for complex query execution. Al-
though SQL2Cypher achieves relatively high EA scores on several databases, its
VS values remain extremely low, resulting in an overall HA of only 0.22. The
large discrepancy between EA and VS indicates that many translated queries
are executable but semantically inconsistent with the original SQL results.

In contrast, Rel2KG maintains small gaps between EA and VS across most
benchmarks, indicating that its schema-aware mapping strategy, alias resolution
mechanism, and support for complex SQL constructs effectively preserve query
semantics after migration. The superior HA score further confirms that Rel2KG
simultaneously achieves high executability and high semantic fidelity, addressing
a key limitation of existing relational-to-graph migration approaches.

5.2 Generalization Evaluation on Real-World Databases

Research Question 2: Can Rel2KG generalize to large-scale and noisy real-world
databases while preserving semantic fidelity?

Table 6. Dataset statistics and complexity characteristics.

Dataset #DB #Queries Avg Tables Avg Rows Characteristics

Spider 169 8,034 5.1 2K Cross-domain, complex SQL

KaggleDBQA 8 272 2.3 280K Real-world, noisy schemas

To evaluate the generalization capability of Rel2KG, we conduct experiments
on the full Spider benchmark and KaggleDBQA [15], as summarized in Table 6.
While Spider contains normalized schemas with complex SQL queries, KaggleD-
BQA comprises eight large-scale real-world databases featuring denormalized
schemas, heterogeneous structures, and data inconsistencies. Evaluation on both
datasets assesses whether Rel2KG can preserve relational semantics under both
benchmark and real-world database settings.

Semantic Fidelity on Real-World Databases As shown in Table 7, Rel2KG
achieves high execution accuracy on both datasets, with EA scores of 0.90 on
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Spider and 0.87 on KaggleDBQA. The small performance gap demonstrates
that the proposed unified migration framework preserves relational query se-
mantics consistently across both benchmark databases and large-scale real-world
schemas. Although KaggleDBQA contains noisier schemas, denormalized tables,
and more heterogeneous data distributions, the execution accuracy decreases
by only 0.03, indicating strong robustness to practical database characteristics.
Spider achieves a higher VS (0.71) than KaggleDBQA (0.63), suggesting that
real-world databases introduce additional challenges beyond semantic transla-
tion, including noisy schemas. Rel2KG obtains HA scores of 0.79 on Spider and

Table 7. Evaluation results of Rel2KG on Spider and KaggleDBQA.

Dataset EA VS HA
Spider 0.90 0.71 0.79
KaggleDBQA 0.87 0.63 0.73

0.73 on KaggleDBQA. Compared with EA alone, HA provides a more compre-
hensive assessment of migration quality by penalizing methods that achieve high
execution accuracy only on a limited subset of executable queries. The relatively
high HA values on both datasets indicate that Rel2KG maintains both reli-
able semantic preservation and broad query applicability under heterogeneous
database environments.

Migration Efficiency As shown in Fig. 3, the database migration is efficient,
with an average runtime of approximately 5 seconds per database on the Spider
benchmark. Only 11 databases require more than 10 seconds, and even the most
complex case (csu_1) completes within 3 minutes. The runtime distribution
highlights the scalability of the proposed Rel2KG framework.

Fig. 3. Runtime distribution of the Rel2K process from Spider databases. The figure
highlights the top 11 datasets with runtimes exceeding 10 seconds.
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5.3 Case Study: Rel2KG as a Representation-Level Inductive Bias

Beyond schema transformation, we investigate whether Rel2KG introduces a
representation-level inductive bias that improves semantic alignment between
natural language questions and executable programs. We evaluate the hypothe-
sis by comparing Text-to-SQL on Spider and Text-to-Cypher on CySpider under
identical model configurations. We adopt CodeT5base[33], a transformer-based
encoder–decoder pre-trained on large-scale code corpora with identifier-aware
objectives, which has demonstrated strong performance on code generation tasks.
We initialize from the released checkpoint and train on the task-specific train-
ing split, comparing full-parameter fine-tuning[29] and prefix-tuning[18] under
identical optimization settings to ensure a controlled evaluation.

Table 8. Execution accuracy on the development set of Spider and CySpider using
CodeT5 with prefix and fine-tuning, respectively.

Tuning Strategy Text-to-SQL (Spider) Text-to-Cypher (CySpider)

CodeT5base (prefix tune) 64.78 66.61

CodeT5base (fine tune) 68.11 71.43

As shown in Table 8, full fine-tuning consistently outperforms prefix-tuning
on both benchmarks. On Spider, execution accuracy increases from 64.78% to
68.11%, while on CySpider it improves from 66.61% to 71.43%. Under the same
model architecture and training settings, Text-to-Cypher further surpasses Text-
to-SQL, indicating that the performance gain originates from the underlying
representation rather than model capacity. Unlike relational databases, where
semantic relations are implicitly encoded through foreign-key joins, the property
graph generated by Rel2KG represents relations explicitly as edges, reducing
structural ambiguity and simplifying query composition. The results suggest that
Rel2KG preserves relational semantics while introducing a favourable inductive
bias for semantic parsing, thereby improving executable query generation.

6 Conclusion
This paper presented Rel2KG, an automated framework for transforming re-
lational databases into property knowledge graphs while preserving relational
semantics. By integrating constraint-aware schema mapping, data repair, graph
construction, and SQL-to-Cypher translation, Rel2KG enables accurate and scal-
able relational-to-graph migration across heterogeneous databases. Experimental
results on benchmark and real-world datasets demonstrate that Rel2KG consis-
tently outperforms existing approaches in query preservation, achieving high
semantic fidelity while maintaining efficient transformation performance. Fur-
thermore, the generated graph representation improves downstream semantic
parsing accuracy by converting implicit relational joins into explicit graph rela-
tionships, thereby reducing structural ambiguity and facilitating reasoning over
complex data. These findings show that Rel2KG provides a robust foundation
for graph-based data integration and knowledge-driven applications.
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